Homework 2 @ 2026-09-09

EECS 182 Deep Neural Networks
Fall 2026 Gireeja Ranade Homeworl{ 2

Due date: Sep 16, 2026, at 10:59 PM.

Stochastic Gradient Descent (When it is possi]ole to interpolate)

This is a problem about the convergence of SGD for least-squares problems when there is actually a solution
that achieves zero loss.

For simplicity, suppose that the problem we are given is

Xw—y (1)
x| Y1
x| . o Z18 o
where X = | | | isawide matrix with x; being d-dimensional vectorsandy = | . | is an n-dimensional
X;zr Yn

vector. Here, we assume that X has full row-rank (i.e. the x; are linearly independent) and so (1) indeed has
solutions. (Note that as d > n, there are infinitely many solutions.)

While we already know lots of ways of solving this problem, it is an illustrative toy example to make sure
we understand why SGD works in such settings. (This material was covered in lecture but you really do
need to understand it yourself so you can deal with variations you might encounter as well as internalize
the kinds of manipulations required.) This problem has a Demo Notebook (demo link) associated with it to
help you play around with things to get an even deeper set of intuitions.

In this problem, we will just initialize wg = 0 for simplicity.

(a) Let’s do some preliminaries. First, we want to change coordinates to notationally simplify our analysis
of SGD.

Let w* be the min-norm solution to (1).

Write out what w* is explicitly with respect to X and y and then, change coordinates to w' =
w — W to write the new equations as:

Xw' =0 2)

What is the new initial condition for w{,?

Solution: The min-norm solution w* to (1) is

w* = XT(xxT)"ly 3)
and so the new equation is
XW/:X(W—W*):XW—XW*:y—yZO 4)
and the new initial condition is wj, = wg — w* = —w™.

—_
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(b) Next, let’s leverage SVD coordinates to further simplify the problem. Show that there exists an
orthogonal matrix V' giving the change of variables w” = V' Tw’ so that (2) looks like

[‘SZ Onx(d—n)]W” =0 %)

and furthermore, show that the initial condition for w(, you computed in the previous part, when
viewed as w(, has all zeros in the final (d — n) positions.

Hint: use the full SVD X = UXV " and change only the parameter coordinates; do not multiply the
equations by U

Solution: SVD of X is X = USVT where U € R"*"*. ¥ € R"*4 V € R¥? and U and V are
orthonormal. Non-zero singular values of X are 01,09, ..., 0y; the remaining d — n columns of X are
zero. X can be written as

o1 0 0

g9 0 O
Y= 0 ol = 21 Opx(d—n) (6)

On 0 0

o1
lop)
, where ¥ = ] € R™*"_ Therefore, we can write Xw’ as
on

Xw =Uxviw (7
—U Bt Opeam| VIW (®)
_ [Uzl onx(d,n)} VW )
= X Oy VW (10)
= X Opiaom| W (1)

where X = UY); and w” = VT'w’. Therefore, (2) becomes (5).
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The initial condition is wjj = V'w) = —VTw*. Using the formula from part (a),
wi = -VIXT(xx") 1ty (12)
= viwzvhHT(wsvhusvhHh -ty (13)
= -vivsTuT(wsvivstuh)y (14)
) »T _
— _yTy L UﬂUFlmMWM L uTyly (15)
O(dfn)xn O(dfn)xn
=10 1 vtwosiuh)-ly (16)
i (d—n)x |
—_ | F | pTysgT (17)
= 0 1 y
i (dfn)xn_
S
=10 Uty (18)
i (d—n)xn_
]
_ b y (19)
L d_n -

Therefore, the initial condition for w{, has all zeros in the final (d — n) positions.

(c) Letw € R™ be the first n coordinates of w”, and let 5: be row i of X € R™X™, Argue why what you
have seen in the previous parts allows us to now focus on a square system of equations:

X =0 (20)

and furthermore show that each of the n constituent equations (corresponding to rows) of (20)
can be obtained by means of coordinate changes from the same indexed equation in (1).

Solution: ~ Let’s first show that we can focus on a square system of equations. The last d — n
coordinates start at zero. Every individual squared loss is independent of those coordinates, because
the corresponding columns of XV = [f( 0] are zero. Their gradients are therefore zero, so SGD leaves
those coordinates at zero.

For each original row, x; V' = [,” 0]. Consequently,
x;w—y =x] (w-w")=x/Vw' =7/ w. (21)

Thus each row keeps its original index and residual; the coordinate change does not mix different
training examples.

(d) Let’s now engage with SGD itself. Here, we will just use a minibatch length of 1 and batch sampling
with replacement. This means that at every iteration of SGD, we roll a fair n-sided die and choose the
single equation in (1) that corresponds to the row that came up on the die. Let I; be the iid uniform
random variable on {1,...,n} sampled independently of all previous choices before updating w; to
Wit1.

At the t 4+ 1-th iteration, we compute

Wil = Wy — VL7, (W) (22)
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where £;(w) = (y[i] — x,) w)? is the squared loss on the i-th equation and 7 is the step-size (learning

rate).

Show that an SGD step taken in (22) for the original optimization problem matches exactly to an
SGD step taken for w for solving (20), and that in particular these steps look like:

Wi = Wy — 20T, 3 ], Wy (23)

Solution: Let’s first derive the SGD update for the original optimization problem with respect to w’.
As wj = w; — w*, we can write the SGD update for the original optimization problem as

Wi =w; — VL (W +w") (24)
= w} — 2n(x7, W} + X, W* —yp,)x, (25)
=w) — 277x[tx£w£ (26)

Definez; = V' x; = [z] 0, ,]" € R% Multiplying the update by V" gives

" " TN
Wi = Wy — 2021,2;, Wy, (27)

Wiy1 = Wy — 2031, 7], Wy (28)

The second line takes the first n coordinates; the remaining coordinates stay zero. This is exactly (23).

(e) At this point, we can focus entirely on the simplified square system (20) and the stochastic evolution
of the iterations described by (23).

To show convergence to zero, we need to pick a suitable stochastic Lyapunov function £(w) that is
bounded below by zero and will decrease in expectation at every time step. Here, a Lyapunov function
is a nonnegative measure of how far the iterate is from the solution. In particular, we want to establish

E[L(wi41)|we] < (1 — p)L(wy) (29)

witha 1 > p > 0 so that this Lyapunov function tends to decrease exponentially to zero. We will have
to have a suitably small step-size/learning-rate 7 for this to happen, of course.

Show that (29) indeed implies that for every ¢ > 0 and § > 0, there exists a 7" > 0 for which
P(L(wr) <€) >1-0. (30)

Hint: first take expectations over wy and iterate the bound. Then use Markov'’s inequality P(Z > €) <
E[Z]/efor Z > 0.

Solution: From (29), we can derive the relationship between £(w;41) and L(wy).

BlL(wt41)] = E[E[L(Wi41)[we]] 3D
< (1— p)EIL(@). (32)

Therefore, we have
E[L(wr)] < (1 — p)" L(w) (33)
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As Lyapunov function is bounded below by zero, we can apply Markov’s inequality to get

E[L(wr)]

Ty~
>1— (1- p)e ﬁ(wo). (35)

P(L(@r) <€) > 1~ (34)

The initial iterate is fixed, so L(wy) is a finite constant. Choose an integer 7" large enough that (1 —
)T L(wg) < €. This gives the requested probability bound. Thus the expected Lyapunov function
decays geometrically, and the Lyapunov function converges to zero in probability.

(f) One natural guess for a stochastic Lyapunov function is
L) =0 X Xb. (36)
Argue why the candidate Lyapunov function £(w) in (36) is non-negative and is only equal to

zero at w = 0.

Solution: Note that X € R™7 js full rank. Therefore, the matrix XTX is strictly positive definite.
Therefore, w' X " Xw > 0and w' X " Xw = 0 if and only if w = 0.

(g) To prove (29), split the change in the Lyapunov function as
L(Wig1) = L(wy) + A+ B 37

where the term A is linear in the actual stochastic update (w;+1 — w;) and the term B is quadratic in
that update.

Expand out £(w; + (w1 — w;)) to give explicit forms for A and B.
Solution: Write A; = wy41 — wy and H = XTX. Since H = HT,

L@+ Ay) = (@ + Ag) TH (@ + Ay) (38)
= L(Wy) + 2w HA + A HA,. (39)
Therefore, we have
A =20 X X (W1 — W) (40)
B = (W1 — @) " X " X (W1 — @) (1)

(h) We are counting on the term A in (37) to give us actual contraction in expectation since this looks like
a gradient-descent step. Show:

E[A|w] < —einL(wy) (42)

where the c; > 0 is a positive constant that depends on the problem.
Hint: use the update (23) and the smallest singular value of X. Why is that singular value positive?
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Solution: Plugging in the SGD update for (23) into w1, we have

E[A|wy] = ER20 X " X (W1 — Wy)| W] (43)
= th X XE[('{EHJ — @f)‘wt] (44)
=20, X " X E[~2031,@} 4|y (45)
= —477thXTXE[:1:[t:U[ Jwe (46)

4
= ——anXTXXTth 47)

n

4
< - nammwt T XT X, (48)

4 ~

= _ﬁnagﬂinﬁ(wa (49)
Therefore, we have ¢; = %‘71211111- Here oy 1s the smallest singular value of X , which is positive

because X is full rank.

() We need to make sure that the “quadratic” term B in (37) cannot undo the progress made by A in
expectation. Show:

E[Blwy] < conL(wy) (50)

where c; > ( is another positive constant that depends on the problem.

Hint: substitute (23). Bound the quadratic form using the largest singular value of X, then bound
each row norm by = max; || Z;||2.

Solution: Plugging in the SGD update for (23) into w1, we have

E[Blw] = E[(we41 — @t)T)N(Tf((@tH — Wy) |wy] (51)
= E[-2nw] 71,3 ] X " X (—2nF, 71 @) | @) (52)

= 4772E[{EtT T1,71 X " XT38 0| w,] (53)

< dnol W E[F,T] 71,3] W (54)

< AN opB7W] BT, ]W; (55)
%mmf(> (56)

where amax is the largest singular value of X and [ = max; ||Z;]|2 is the largest row norm. Therefore,
452 B2 Both ¢; and ¢y depend only on the data, not on 1.

C2 =4 max

(j) Finally, we can put the pieces together to see that

BIL(@e11)|we] < (1= ern + can®) () (57)

where ¢; > 0 and co > 0 as well. Show that there exists a sufficiently small positive 7 so that
0 < 1 — c1n + can? < 1, giving the contraction required in (29).
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Solution:
E[L(wyr1)|wy] = E[L(wy) + A+ Blwy (58)
= L(wy) + E[Alwy] + E[B|wy] (39)
< (1= e+ con®) L(wy). (60)

Choose 0 < n < min{cy/e2,1/c1}. Then p = c1m — con? = n(e1 — can) > 0, while p < e1n < 1.
Hence the contraction factoris 1 —p € (0,1). (The quadratic upper bound 1 — ¢171+ c2n? is minimized
at ) = c¢1/(2c2); this need not be the best step size in practice.)

(k) We can apply this interpolation argument to ridge regression through feature augmentation. Here is
the needed reminder: for any data matrix X and A > 0, set

X =[XVA,], 6= m .

The matrix X is wide and has full row rank. The first d coordinates of the minimum-norm solution
to X0 = y give the ridge-regression solution: eliminating u = (y — Xw)/v/X from 0|3 gives
w3+ lly — Xwli3/X.

Open the demo notebook and run the imports and helper-function cells at the top, followed by Part
(4). Parts (1)—(3) are optional. Part (4) compares direct SGD on ridge regression (“Original Ridge”)
with SGD on the augmented system (“Feature Augmented”), both with a constant step size. In a
few sentences, compare the convergence of the squared parameter error |w; — WfidgeH% in the
two plots. Which keeps decreasing, and which settles around a nonzero error level? Hint: ap-
proximately straight downward trends on these plots, which have a logarithmic vertical axis, indicate
geometric decay. Focus on the trend, not on fluctuations at individual iterations. You may reduce Part
(4)’s N_iteration to 100,000 to shorten the run. The notebook’s averaged-loss convention uses
A = na.

Solution: For the notebook’s chosen step size, the feature-augmented method’s squared parameter
error decreases approximately geometrically until numerical precision becomes relevant. Direct ridge
SGD initially improves but then fluctuates around a nonzero error level. Individual examples generally
have nonzero gradients at the ridge optimum, so constant-step SGD continues to receive noisy updates
there.

For the augmented system, all per-example residuals and gradients vanish at its minimum-norm solu-
tion. Starting from zero, the preceding analysis therefore gives geometric convergence for a sufficiently
small constant step size. Its first d coordinates converge to the ridge solution. The quantity tending to
zero in the plots is parameter error; the original ridge objective need not have minimum value zero.

Homework 2, © Faculty teaching EECS 182, Fall 2026. an Rights Reserved. This may not be publicly shared without explicit permission. 7


https://colab.research.google.com/github/Berkeley-CS182/cs182fa26_public/blob/14fadfa21ba84c099322f4477cd0dfd50270da88/hw01/code/sgd_interpolation.ipynb

Homework 2 @ 2026-09-09

Accelerating Gradient Descent with Momentum

Let X € R™*? have full column rank (n > d), and let y € R”. Thus X7 X is invertible and all d singular
values of X are positive. Consider finding the minimizer of the following objective:

L(w) = |ly — Xwl|3 (61)

Part (a) provides the gradient descent (GD) convergence results we will use. In this problem, we add
momentum and see how it affects convergence. The update rule is

W41 = Wt — NZ+1
zep1 = (1 — B)ze + Bat, (62)

where g, = VL(w;), n > 0 is the learning rate, and f3 is the weight on the current gradient in the moving
average. For the momentum analysis, assume 0 < 8 < 1. Setting 8 = 1 instead gives ordinary gradient
descent. A system is stable here if its error converges to zero from every initial state; this holds when every
eigenvalue of its update matrix has magnitude less than 1.

We will see how an appropriate choice of momentum and learning rate can accelerate convergence.

(a) Recall that the gradient descent update of (61) is

Wiyl = (I _ 277(XTX)) we + 20X Ty 63)

and the minimizer is

w* = (XTx)"1xTy (64)
The geometric convergence factor for the parameter error is

rate = max 11— 2n0?| (65)
A factor below 1 gives convergence; a smaller factor means faster decay. Choosing the learning rate

that minimizes (65) gives the optimal learning rate

1
*
17 = 2 2 Y (66)
Gmin + O max
where onax and o, are the maximum and minimum singular value of the matrix X. The correspond-
ing optimal convergence rate is

(O'max/a'min)2 -1
(Umax/gmin)2 +1

optimal rate = 67)

Therefore, how fast ordinary gradient descent converges is determined by the ratio between the maxi-
mum singular value and the minimum singular value as above.
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Now, let’s consider using momentum to smooth the gradients before taking a step in (62).

Wi+1 = Wt — N2p+1
zi1 = (1= Bz + BRXT Xwy — 2XTy) (68)
Use the SVD X = UXVT, where V is a d x d orthogonal matrix and ¥ has the same shape as X.
In particular, VI XTXV = ©TY = diag(o?,... ,aczl). This lets us express the parameter error and
averaged gradient in the singular directions:
zp = VT (w; — w*)
ay = VTZt. (69)
Please rewrite (68) with the reparameterized variables, x;[i] and a;[i]. (x:[i] and a;[i] are i-th
components of x; and a, respectively.)
Solution: ~ Since X7 Xw* = XTy and w; — w* = Vy, the gradient is ¢ = 2X7T X (wy — w*).
Multiplying the updates by V7 gives
arp1 = (1 — Bay +28VIXT XV,
= (1 - B)a + 285" Sy,

T4l = Tt — NAL41-
If we express the above result element-wise,

ar1]i] = (1 — B)agfi] + 2802 a4[i]
T1[i] = 2eli] — a4 [i]

(b) Notice that the above 2 x 2 vector/matrix recurrence has no external input. We can derive the 2 x 2
system matrix R; from above such that

[atJrl [Z]

%W] (70)

Derive R;.
Solution:

Since x+41 is expressed with x; and a1, let’s reformulate with ; and a4

Ti41]i] = @[i] — nag1i]
= 4[] — n(1 — B)ar[i] — 2nBo7a4[i]
= (1= 2nB07)mfi] — n(1 — B)ayi]

Therefore, the matrix R; can be represented as below:

"= B) 1 2np0}
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(c) A symbolic calculation gives the characteristic polynomial

f(A\) = det(R; — \I)
= (1—B8=XA)(1—2nBo7 —\) +2nB(1 — B)o?
=X —(2-B8-2mBo})A+1- 8. (71)

Its discriminant is

D= (2-8-2180})* - 4(1 - B)
= BB’} + 4o} + B — 8noy), (72)
Using the characteristic polynomial and discriminant above, find the two eigenvalues \; ; and

A2, of RR; in terms of 7, 3, 0;, and D. When are they distinct and real, repeated and real, or
non-real complex conjugates? State the condition on D in each case.

Solution: Applying the quadratic formula gives

\ 2 — B —2nBa?—+/D \ 2 — B3 —2nBo?+ VD
1,4 — ) 2,0 — .
’ 2 ’ 2

The eigenvalues are distinct and real when D > 0, repeated and real when D = 0, and non-real
complex conjugates when D < 0.

(d) For the case when the eigenvalues are repeated, which learning rates 7 give this case, and are
the eigenvalues stable (strictly inside the unit circle)? What is the highest such learning rate as a
function of 5 and o;?

Solution: Setting D = 0 gives two learning rates:

2—5—2\/1—60r2—5+2\/1—ﬁ
2802 2B0?

7

Therefore, the highest learning rate is H;# V1=5
Bo;

7

At the lower and upper learning rates, respectively, the repeated root is

Al,izAz,izl—ﬁna?—g=i\/1—6 (73)

Both are strictly inside the unit circle because 0 < 3 < 1. Their magnitude depends only on 3, but the
learning rates that produce these repeated roots do depend on o;.

(e) For the case when the eigenvalues are distinct and real, what range of n keeps both eigenvalues
strictly inside the unit circle? Express your answer in terms of 5 and o;.

Hint: Use f(1), f(—=1), and A ;A2; = 1 — B € (0,1) to locate the two roots inside (—1, 1), then
combine this with D > 0.

Solution: At first, to have the different real roots, the discriminant Eq.(72), D should be strictly
positive:

D=3 (4@7%;* +4Bno? + B — 8n03) >0 (74)
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If we solve Eq.(74) with respect to 7,

Q—B—QMM >2—ﬂ+2m
2802 g 2B02

K3 7

n < (75)

The roots have product 1 — 5 € (0, 1), so they have the same sign and cannot both have magnitude
at least 1. Therefore, both roots lie in (—1, 1) exactly when f(1) > 0 and f(—1) > 0. First compute

f():

fO)=1-(2-B—2mpo?) +1-4
= 2nBo? >0

This is positive under our assumptions 77 > 0, 8 > 0, and o; > 0.
Now, let’s look at f(—1).

f(—1):1+(2—5—277ﬁa$)+1—5
=4—28—-2nB02 >0

Thus,

0<n<

2507 (76)

7
Let’s compare Eq.(75) and Eq.(76). Since
4—-28>2—-p5+2y/1—p,forallg € [0,1]
the complete range with two distinct, stable real roots is

2-B8-2JT—B 2-B+2/1-5 428
< or 2 <

0< <
K 25012 2f30; 1 2601-2
(f) Given result: complex eigenvalues. For 0 < 8 < 1 and o; > 0, define
2-8-2/T-B 2 p42/TB
T 2802 ’ = 2802 ’

Solving D < 0 gives the complete range with non-real complex eigenvalues:

n- <1 <14

In this range, the eigenvalues are complex conjugates and their product is 1 — 5. Therefore,

M2 =Mides =13, [ALi] = A2l =18 < 1.

Thus every learning rate in this open interval gives a stable system. There is no largest learning
rate with non-real eigenvalues: 7 must stay strictly below 7. At either endpoint the eigenvalues
are repeated and real. At 7_ they both equal ++/1 — /3, and at 7 they both equal —/1 — 3; these
endpoints are also stable.
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The geometric convergence factor of a mode is r; = max(|A1;[,[A2;4]). Since the product of its
eigenvalues is 1 — 3, we always have r; > /1 — 3. Repeated or complex-conjugate eigenvalues attain
this smallest possible factor. The overall factor is = max; 7;, since the slowest singular direction
determines the long-run rate. This is a geometric factor, not an exact finite-step error: repeated roots
can also introduce a factor of ¢ multiplying . These results are provided for use in part (g).

(g) Consider a problem with two singular values oy, = 1 and opax = 2, and fix g = %. Thus 02. =1,

min
02 =4,and VI — 3 = 1.
Find the full interval of learning rates 7 that gives the fastest geometric convergence for gradient
descent with momentum, and give one convenient choice from that interval. What are the best
geometric convergence factors for momentum and for ordinary gradient descent?
For a simple iteration comparison, use the geometric factor 7!, where r is the method’s best conver-
gence factor. For each method, find the smallest integer 7 such that 7 < i. Small integer powers
suffice. This comparison uses the geometric factors; exact finite-step parameter errors can also depend
on transient effects.

Solution: For each singular direction, the smallest possible convergence factor is /1 — 3 = % Itis
attained when the roots are repeated or complex, so the allowed learning rates for that direction satisfy

2(%)012 - 2(%)02-2 ’ 602 — ' 207
For the two directions, these intervals are
1 3
o, = 1 6 S n S 57
1 3
=4: —<pn<-=
% 24 ="1=13
Their intersection is
1 < 3
6="1=3

Every learning rate in this interval attains the optimal factor ryomentum = % For example, n = % lies
strictly inside the interval and gives complex eigenvalues in both directions. Optimality follows from
|A1idei| = %: both magnitudes cannot be smaller than %

For ordinary gradient descent, the optimal learning rate and factor are

. 11 4-1 3
= — = — T = —— = -,
To compare the geometric factors, momentum needs 7' = 2, since (3)! > % and (3)? = 1. Ordinary

GD needs T' = 3, since

BN'_9 1 3\ 2 1
5) 257 4 5) 125 4
These counts compare geometric factors. A spectral radius alone does not give a bound with unit

prefactor on the momentum parameter error; repeated roots at the interval endpoints can also introduce
a factor of 71" in the error’s transient behavior.
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(h) The two questions below use the Fall 2026 momentum notebook. It uses the same singular values and
momentum parameter as part (g): omin = 1, Omax = 2, and § = %, withngp = % and Nmomentum = %
Run the notebook and use the plots to answer the following questions. You do not need to submit the
ipynb file. These are also the two questions in Coding: Watching Momentum Work; submit your
answers only once.

How does the singular value o; influence the gradients and the parameter updates along direction
i?

Solution: ~ The gradient along direction i is 207 (w[i] — w*[i]). For the same coordinate error,
direction 0 (o = 2) has four times the gradient of direction 1 (¢ = 1). With ordinary GD at n = %,
the two error multipliers are —% and —&—%: direction 0 oscillates across the optimum, while direction 1
approaches from one side, and both magnitudes shrink by % per step. With momentum at the given
settings, both directions have complex-conjugate eigenvalues, so either error can change sign.

(1) Question: Comparing gradient descent and gradient descent with momentum, which one converges
faster for this task? Why?
1 3

Solution:  For these settings, momentum has the faster asymptotic geometric factor: 5 versus i
for ordinary GD. The averaged gradient changes how the two directions evolve and gives a faster
shrinking error envelope. This does not require momentum to have a smaller error on every early step
or to decrease the loss monotonically. Both methods start from wy = ag = 0 in the notebook; both first
reach an actual relative parameter error of at most i at iteration 3, even though the geometric-factor

comparison in part (g) gives 2 versus 3 steps.

Solution: A geometric illustration of the eigenvalue analysis. This illustration uses the Fall 2026
companion notebook or companion video.

The characteristic polynomial gives

Al + Ao 15}
AMidei =1, = =10 = Bot.
2 2
For complex roots, the pair lies on the circle of radius /1 — 3. As 7 increases, their midpoint moves
left along the real axis. The roots coincide when the midpoint reaches either end of the circle’s horizon-
tal diameter; beyond those points they are distinct and real, with one root outside the circle. Figure 1

illustrates this motion.

In part (g), 5 = %, so the circle has radius % Keeping both singular directions on their circles gives
% <n< %. The convenient interior choice n = % gives midpoints —I—% and —% for 02 = 1 and
4, respectively; both lie strictly between —% and —1—%. Thus both modes have convergence factor %,

compared with % for optimally tuned ordinary gradient descent.
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Figure 1: Eigenvalues for § = % and singular values 2 and 1. The first two learning rates show distinct real roots and
the lower boundary of the common optimal interval.
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Figure 2: The same two directions at 7 = % (both complex) and n = % (the large-singular-value direction is unstable).
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3. Optimizers

Here f; is the loss on the minibatch used at step ¢, and g; is its gradient. The momentum parameter (3
below weights the previous average; it corresponds to 1 — 3 in the preceding momentum problem. In Adam,
squares, square roots, and division act elementwise. Use a small constant € > 0 in the denominator to avoid
division by zero; bias correction is omitted in this exercise.

Algorithm 1 SGD with Momentum Algorithm 2 Adam Optimizer (without bias correction)
1: Givenrn = 0.001,5; = 0.9 1: Givenn = 0.001,3; = 0.9, 5o = 0.999
2: Initialize: 2: Initialize time step ¢ < 0, parameter 6;—y € R",
3:  timestept <0 Mi—g < 0, v—g < 0
4:  parameter ;—g € R", mgy < 0 3: Repeat
5: Repeat 4. t—t+1
6: t«t+1 50 gt < Vfi(0i—1)
7. gt <— Vft((gt_l) 6: mey < 7(A)7
8 my < Bimy_1+ (1 — P1)gs 7. v (B)
9: Oy < 0,1 — nmy 8 O 601 —1n- Z;L:-e
10: Until the stopping condition is met 9: Until the stopping condition is met

(a) Complete part (A) and (B) in the pseudocode of Adam.
Solution:
my <= Bimy—1 + (1 — B1)gs

v < Povi—1 + (1 — 52)9,:2

(b) For this part, use plain SGD without momentum or adaptive rescaling, with learning rate n > 0
and regularization strength A > 0. Establish the relationship between

* L2 regularization adds a squared-weight penalty to the minibatch loss:
reg A 2
7°9(0) = £,(6) + 511011

* Weight decay multiplies the weights by 1 — ~ at each update:

9t+1 = (1 - ’Y)et - T]Vft(et)

Setting v = 0 recovers plain SGD.
Show that SGD with weight decay using the original loss f;(0) is equivalent to regular SGD on

the L2-regularized loss f,“?(0) when ~ is chosen correctly, and find such a + in terms of \ and 7.

Solution: Differentiating the regularized loss gives V f;“Y(0) = V f;(0) + \0. Therefore,
Ori1 = 0 =V £ (0r)
= 0; —nV f1(0;) — nA0;
== (1 - 77)\)9,5 - ant(Qt)
Thus the updates agree when v = A7, using the same initialization, learning rate, and minibatches.

This equivalence is for plain SGD; the penalty gradient also enters the running averages in momentum
or Adam, so the same argument does not apply to them.
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Regularization and Instance Noise

Say we have m labeled data points (x;, yi);il, where each x; € R” and each y; € R. We perform data
augmentation by adding some noise to each vector every time we use it in SGD. This means for all points 2,
we have a true input x; and add noise IN; to get the effective random input seen by SGD:

Xi=x+N;

The i.i.d. random noise vectors N; are distributed as N; ~ N (O, O'ZIn), with 2 > 0. The clean data and
labels are fixed, and fresh noise is drawn independently each time a datapoint is used. Let X € R™*" be
the clean data matrix with rows x, .

Arrange the augmented inputs as the rows of X € R™*™ sorowiis (x;4+N;) ", andlety = (y1,...,ym) .
One way of thinking about what SGD might do is to consider learning weights that minimize the expected
least squares objective for the noisy data matrix:

argmin E[|| Xw — y||?] (77)
W

(a) Show that this problem (77) is equivalent to a regularized least squares problem:

1
argmin — || Xw — y|> + \||w||? (78)
W m

You will need to determine the value of \.
Hint: write the squared norm of a vector as an inner product, expand, and apply linearity of expecta-
tion.

Solution: For a fixed w, let r; = XZTW — ;. Using E[N;] = 0 and IE[NZ-NN = 02],,, we obtain

E[|Xw —y|*] = > El(ri + N w)?]

iz

I

@
Il
—_

[rf + 2r, B[N w] + w E[N;N] |w

I

I
—

17 + o2 wl?
7

= [ Xw — y|I* + mo*|w|

Dividing by the positive constant m preserves the minimizers and matches (78), giving A = o2.

Now consider a simplified example where we only have a single scalar datapoint x € R with x # 0
and its corresponding label y € R. We are going to analyze this in the context of gradient descent. At
update t = 0,1, ..., from w; to w41, we use a noisy datapoint X; = z 4+ N; which is generated by
adding different random noise values Ny ~ N(0, o2) to our underlying data point x. The noise values
for each iteration of gradient descent are i.i.d., so the fresh IV, is independent of w;. The loss used
for this update is £;(w) = 3(X;w — y)?. We initialize our weight to be wy = 0 and use a constant
learning rate 7 > 0. Expectations below are over the noise draws. We analyze the mean E[w;]; its
convergence alone does not establish convergence of individual noisy runs.
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(b) Let wy be the weight learned after the ¢-th iteration of gradient descent with data augmentation. Write
the gradient descent recurrence relation between E[w; 1] and E[w;] in terms of z, o2, y, and
learning rate 7.

Solution: The gradient for the fresh noisy input is

oL,

S = (w(@+ N) =)+ M),

Substituting into the update gives

wiy1 = wg — N(wi(x + Ni) — y)(x + Np)
= wi(1 = n(x + No)?) + ny(z + Ny).

Taking expectations, and using the fact that /V; is independent of w; since the noise values are i.i.d.,
we get:
Elwi1] = Elw(1 —n(2? + 0%)) +nyz

(c) For what positive learning rates 7 does the mean recurrence converge to its fixed point from any
initialization?
Solution: Subtracting the fixed point from the mean recurrence multiplies the error by 1 —n(z2 +0?)

each step. For this error to decay from any initialization, that coefficient must lie strictly between —1
and 1.

—1<1-n®+0*and1 —n(z?+0°%) <1

This implies
O0<n< ——
TS 22

(d) Assuming 7 is in the range from part (c), what would we expect E[w;] to converge to as ¢t — co?
How does this differ from the optimal value of w if there were no noise being used to augment
the data?

(HINT: You can also use this to help check your work for part (a).)

Solution: One way of doing this is to take an expectation of the gradient and set it to 0. Using the
fact that E[Vy] = 0 and E[N?] = 02,

w* (2% + 0?) —yz =0

L
22 + o2

. Yy 1
w = | = pog
)1+ %

The optimal value of w without data-augmenting noise is w = 2. This means the optimal expected

value with noise augmentation is scaled down by a factor of 1+1g2 . This is the scalar version of ridge
2

regression’s shrinkage of fitted coefficients. When o is small relative to |z|, the learned weight barely
changes. When o is large relative to |x|, the learned weight shrinks significantly towards zero.

Equivalently,
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Coding: Watching Momentum Work

This notebook shows how different singular directions converge using the exact least-squares example from
the momentum analysis problem: singular values 2 and 1, momentum parameter 5 = %, and learning rates
NnGD = % and Nmomentum = % Signed errors and gradients show how each singular direction behaves, while
the loss and error plots compare the two methods over time.

Open the Fall 2026 q_sgd_momentum_analysis.ipynb and run all cells. The notebook includes
the data and optimizer implementations. You do not need to submit the . ipynb file; answer the questions
below in your write-up. These repeat parts (h) and (i) of Accelerating Gradient Descent with Momentum.
Submit each answer only once; a reference to your earlier answers is sufficient here.

If you would like to see the eigenvalues move as the learning rate changes, there is a companion notebook
and a short video using the same numerical values.

(a) How does o; influence the gradients and the parameter updates along direction 7?

Solution: The gradient along direction 4 is 202 (w;[i] —w*[i]). For equal coordinate errors, dimension
0 (0 = 2) has four times the gradient of dimension 1 (¢ = 1). Under GD at n = % the errors are
multiplied by —% and 432, respectively. The first direction alternates across the optimum and the
second stays on one side; both magnitudes shrink at the same rate. Under the chosen momentum
settings, either direction can change sign because both mode matrices have complex-conjugate roots.

(b) Comparing gradient descent with and without momentum, which converges faster on this task,
and why?

Solution: With these learning rates, momentum has the faster asymptotic geometric factor, % versus
% for ordinary GD. Its averaged gradient changes the recurrence in each direction, giving a faster
shrinking error envelope. Momentum need not have a smaller error at every early step, and its loss can
briefly increase. The notebook distinguishes these measured trajectories from the geometric factors in
the written analysis.
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