



































































182 282A Deep LearningLecture 2

Optimization

Gradient Descent

Implicit Regularization
Stochastic Gradient Descent

Admin

Discussion Room expansion

Quiz dates posted today
HWO due today






































































Least Squares Gradient Descent

XinmathbbRntimesdoverrightarrowyinmathbbRnoverrightarrowwinmathbbRd

LleftwrightleftXoverrightarrowwoverrightarrowyright22
Gradient Descent

nablaLleftoverrightarrowwright2xTleftxoverrightarrowwoverrightarrowyright

overrightarrowwt1leftI2etaXTXrightoverrightarrowwt2etaXToverrightarrowy

Eigenvalues determine convergence

left12etalambdamaxright1Rightarrow112etalambda Max 1

Convergence condition 0etafrac1lambdamiRightarrowetafrac1lambdamax
lambdam a xleftXTXrightsigma max leftxright2



overrightarrowwt1leftI2etaXTXrightoverrightarrowwt2etaXToverrightarrowy
Updates only in the span of the trainingdata
RleftXTright

Cannot move in Nleftxright Fundametal them

NleftxrightoplusRleftxTrightmathbbRn
Initialization matters

Ridge Regression

Lleftoverrightarrowwrightleftxoverrightarrowwoverrightarrowyright22lambdaleftoverrightarrowwright22

overrightarrowWleftXTXlambdaIright1XToverrightarrowy
Shift improves condition number ofXTX
Helps with overfitting



overrightarrowWleftXTXlambdaIright1XToverrightarrowyXTleftXXTlambdaIright1cdotoverrightarrowy
XUSigmaVT

overrightarrowwleftVSigmaTUTUSigmaVTlambdaIright1VSigmaTUTcdotoverrightarrowy
VVT

VleftSigmaTSigmalambdaIright1VTVSigmaTUToverrightarrowy
VleftSigmaTSigmalambdaIright1SigmaTUToverrightarrowy

Vleftbeginmatrixsigma12lambda0sigma22lambdaldots0ldotslambdaendmatrixright 1SigmaTUToverrightarrowycdot
fracsigmaisigmai2lambda if

lambdaggsigmai
rightarrow0 as lambdarightarrowinfty

overrightarrowwsum_i1noverrightarrowuifracsigmaisigmai2lambdaoverrightarrowuiTcdotoverrightarrowy

sigmaigglambdafrac1sigmaifracsigmaisigmai2lambda



always
remains in
thespanof
the data

GD update overrightarrowwt1overrightarrowwt2etaxTleftXoverrightarrowwtoverrightarrowyright
No regularization residual

Implicit Regularization

VToverrightarrowWt1VToverrightarrowWt2etaVTleftVSigmaTUTrightleftXoverrightarrowWtoverrightarrowyright
overrightarrowwidetildeWt1overrightarrowWt2etaSigmaTleftUTUSigmaVToverrightarrowWtUToverrightarrowyright
widetildewt2etaSigmaTleftSigmawidetildewtUToverrightarrowyright
widetildewt1iwidetildewti2etacdotleftsigmai2widetildewtisigmaiwidetildeyiright
widetildeWti2etacdotsigmaileftsigmaiwidetildeWtiwidetildeyiright

Early stopping



Implicit Regularization

Ridge
lambda is large

GD withearly stopping



Stochastic Gradient Descent

GD is great for convex functions

Neural network fitting requires optimization over non convex

landscapes

GD is also expensive

SGD
Adds some noise to gradientdirection In expectation still descends

B batch size
mini batch

Gradient descent is
full batch

min_thetafleftthetaright thetat1thetatetacdotfrac1Bsum_i1Bnablafileftthetatright
where fleftthetarightfrac1nsum_i1nfileftthetaright

Eleftnablafileftthetarightrightfrac1ncdotsum_i1nnablafileftthetarightnablafleftcright
draw uniformly iid



Many standard loss functions have this form
e g squared loss functions

a r9m_overrightarrowx
i nleftAoverrightarrowxoverrightarrowyright22argmin_overrightarrowxfrac1mleftAoverrightarrowxoverrightarrowyright22

ar g
overrightarrowx
min frac1msum_i1mleftoverrightarrowaiToverrightarrowxyiright2

loss on individual
data point

Though noisy improves fit to subsetof data each step
Computationally less expensive
Noise helps us can help us escape local minima and saddle points

Question Does it converge

Optimization Must use a learning rate schedule with decreasing

step size for SGD
In practice can see it converge with constant to step size
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SGD convergence

Xoverrightarrowwoverrightarrowy 1 xinmathbbRntimesd dn Xleftbeginmatrixx1Tx2TvdotsxnTendmatrixright
overparameterized Regimex full rank

Rank leftXrightn

Min norm solution overrightarrowwXTleftXXTright1overrightarrowy inRleftXTright

Batch size 1 sample It is drawn at iteration t

overrightarrowwt1overrightarrowwt2etaleftoverrightarrowxItToverrightarrowwtyItrightcdotoverrightarrowxIteta0
Error distance to optimal

SGD

overrightarrowW00

Let overrightarrowqtoverrightarrowwtoverrightarroww
How does this evolve overrightarrowomegat1

overrightarrowqt1overrightarrowwt2etaleftoverrightarrowxItToverrightarrowwtyItrightcdotxItoverrightarrowwoverrightarrowqt2etaleftoverrightarrowxItTleftoverrightarrowqtoverrightarrowwrightyItrightoverrightarrowxIt



leftoverrightarrowxIToverrightarrowwyIrightoverrightarrowqt2etaleftoverrightarrowxItToverrightarrowqtrightcdotoverrightarrowxIt

overrightarrowqt1leftI2etaoverrightarrowxItoverrightarrowxItTrightoverrightarrowqt
Note overrightarrowqtinRleftXTrightcdotforallt why



leftxoverrightarrowqright2geqsigmamin2leftoverrightarrowqright2
Why is qinRleftXTright important



Lemma Let fmax_1leqileqnleftoverrightarrowxiTright be max row norm of x

Let alpha1frac4etaleft1etarho2rightsigma2n min Let 0etafrac1rho2
Then Eleftleftoverrightarrowqt1right2overrightarrowqtrightleqalphaleftoverrightarrowqtright2

Proof

leftoverrightarrowqt1right2leftoverrightarrowqt2etaleftoverrightarrowxItToverrightarrowqtrightoverrightarrowxItright2
leftoverrightarrowqtright24eta2leftoverrightarrowxItright2cdotleftoverrightarrowxItoverrightarrowqtright24etacdotleftoverrightarrowxItToverrightarrowqtright2
leftoverrightarrowqtright24etaleft1etaleftoverrightarrowxItright2rightleftoverrightarrowxItoverrightarrowqtright2

Want a lower bound on 4etaleft1etaleftoverrightarrowxItright2rightleftoverrightarrowxIt2overrightarrowqtright2

etaleftoverrightarrowxItright2leqetacdotrho21 Key assumption

RightarrowetaleftoverrightarrowxItright2geq1eta520



Rightarrowleftoverrightarrowqt1right2leqleftoverrightarrowqtright24etaleft1etazeta2rightleftoverrightarrowxItToverrightarrowqtright2

Condition on overrightarrowqtRightarrow

Eleftleftoverrightarrowqt1right2qtrightleqleftoverrightarrowqtright24etaleft1etavarepsilon2rightEleftleftoverrightarrowxItToverrightarrowqtright2overrightarrowqtright
leftoverrightarrowqtright24etaleft1etaxi2rightfrac1nsum_i1nleftoverrightarrowxiToverrightarrowqtright2
leftoverrightarrowqtright24etaleft1etaxi2rightfrac1nleftxoverrightarrowqtright2

But now leftxoverrightarrowqtright2 what do we know

leftxoverrightarrowqtright2geq



Eleftleftoverrightarrowqt1right2overrightarrowqtrightleqalphaleftoverrightarrowqtright2

Which gives us what we wanted

Recall alpha1frac4etaleft1etarho2rightsigma2n min

alphainleft01right

alpha1 All subtracted quantities are positive

alphageq0 etaleft1etavarphi2right maximized at etafrac12g2 Neg leading
Coef

Max value frac14rho2
Also sigmam in 2lambda min leftXXTrightleqoverrightarroweiTXXToverrightarroweileftoverrightarrowxiright2leq52

Rightarrowfrac4etaleft1etazeta2rightcdotsigman mi
2

n

leqfrac4cdotfrac1492cdot52nfrac1nleq1


