
Gradient Descent PlusLecture 3

Weight decay
Momentum
Adam

Admin
TA office hours Tue

hyperparameter

argw
m
neg
in Lleftwrightlambdaleftoverrightarrowwright2

Ridge Regression

Gradient step overrightarrowwt1overrightarrowwtetaleftnablaLwtrightlambdawt
overrightarrowwt1left1etalambdarightoverrightarrowwtetanabla1leftwtright
weightdecay

Shifts weight towards zero

Can be beneficial to do this instead of regularization



Last time
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Can we smooth out the oscillations



So how can we smooth out the oscillations

Averaging Low pass filtering

One strategy frac1tsum_i1tnablafleftwiright straight average

Requires lots of memory have to remember all the

past gradients

In physics state space systems
a state can be used for averaging

A circuit physics intuiton
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How to make
optimization
go faster

Momentum Another tweak on GradientDescent

Add memory
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If beta0 zk1nablafleftwkright i e same old gudient descent
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Note on implementation left1betaright factor can be absorbed into learning rate

in some libraries
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Adam

Gradient Descent has a feature bug takes bigger steps in directions

with large singular values and smaller steps in directions with small

singular values

Advantage early stopping Implicitregularization

Disadvantage hard to choose a learning rate that
a makes enough progress in all directions

b doesn't blow up
So how do you solve this Brainstorm
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Ideal world compute SVD and normalize
Too expensive

Normalize the gradients

overrightarrowwt1overrightarrowwtetacdotnablawLleftoverrightarrowwrightoverrightarrowwwt Regular GD

Instead
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squared gradient

overrightarrowutleftarrowleftnablaoverrightarrowwLleftoverrightarrowwrightright2overrightarrowwt1overrightarrowwtetacdotfracoverrightarrowmt1sqrtoverrightarrowut1thetafracoverrightarrowmt1sqrtoverrightarrowut1sgnleftnablaoverrightarrowwcdotLleftoverrightarrowwrightright

varepsilon0 to avoid division by zero
sqrtut1 Take positive squareroot

sign SGD



What's the problem

Once you are close you mightkeep overshooting and bouncing
So can this be smoothed out
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But there can be a bias Why
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too small
Can lead to slow start



If all gradients had mean µ

Eleftmtrightleft1betatrightmucdot
Bias correction

widetildeoverrightarrowmt1fracoverrightarrowmt11betat1
widetildeoverrightarrowvt1fracoverrightarrowvt11gammat1

Adam overrightarrowwt1overrightarrowwtetacdotfracwidetildeoverrightarrowmt1sqrtoverrightarrowvt1varepsilon
Usually Used with SGD so compute overrightarrowmoverrightarrowv from mini batches

Normalization helps with exploding vanishing gradients
Even if the gradient is getting tiny the size of the step is largely
dictated by the learningrate
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In Adam magnitude of gradientkeeps being normalized
So adding a regularizer to the lossdoesn't work as well

AdamW Adam with weight decay
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Stepping back

Why do we standardize data in ML

want features on similar orders of magnitude else large features
will dominate

Better conditioning Ice cream flavor prediction

Numerical issues and numerical precision

Want to be able to use the non linearity for the

expressive power of neural nets



What happens with non standardized data
Scalar case
b

Consider RelU
w

Re LUx

maxleft0wxbright
elbow fracbWSay we initialize

bsimNleft01rightomegasimNleft01right
PDF frac1pileftfrac1x21rightthen fracbwsim Cauchy distribution

Properties 0 mean

variance
But mostly around 0

50 of probability mass in 1 to 1
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Initialization

linear
layer

Input outputoverrightarrowomegaoverrightarrowboverrightarrowx

Assume standardized
mean 0
variance 1

How to initialize

Set everything to 0

But then all inputs from the previous layer get multiplied by zero
Gradients are zero weights never more

So what do we do

Key observation Outputactivations from one layer are inputs to the nextlayer
output

input

want similar properties






