



































































Lecture 7

local linear perspective

Sign SGD

Gradient Descent

Shampoo

Muon

Initialization rules
are nice

Before this everything
was N 10D

Why do we care about optimizers

Want to train fast Training time

AdamW tuned hyperparameters are default

Hyperparameter search is difficult for new optimizers
But under Adam we see lazy training i e models barely change

from their random initializat






































































lleftlangleoverrightarrowxoverrightarrowthetarightrangle is the loss
overrightarrowtheta
parameters

overrightarrowx data

Linearized perspective

lleftoverrightarrowxoverrightarrowthetaiDeltaoverrightarrowthetarightsimeqlleftoverrightarrowxoverrightarrowthetairightfracpartiallpartialsigmaoverrightarrowthetathetaioverrightarrowDeltathetaldots
Gradient Descent takes a step

Want this to be small enough that the approximation still hold
want to converge fast

lfrac12leftoverrightarrowxiToverrightarrowthetayright2nablathetaleftoverrightarrowxiTthetayrightcdotoverrightarrowxi
SGD LS overrightarrowthetat1overrightarrowthetatetaleftoverrightarrowxiToverrightarrowthetatyrightcdotoverrightarrowxi
SGD thetat1thetatetacdotnablalleftoverrightarrowxoverrightarrowthetarightoverrightarrowthetathetatoverrightarrowxoverrightarrowxi






































































Follow perspective from Bernstein Newhouse 2024
Build on many otherworks

Lleftoverrightarrowthetarightfrac1n
j

Sigma

i

n

z

7

l
lleftoverrightarrowxjoverrightarrowthetaright Aug loss over data prints

Want
augmin leftLleftoverrightarrowthetarightleftlanglenablathetaLoverrightarrowthetarightrangleDeltaoverrightarrowthetarightrangle
hatDeltathetaleqeta

rightharpoonup

arg_leftDeltathetaright
mi

leqeta

n leftlanglenablahatthetaLleftoverrightarrowthetarightDeltaoverrightarrowthetarightrangle

inChoice 1 overrightarrowDeltathetainftyleqeta Linear
program

theZ

n
argmin nablathetaLleftoverrightarrowthetaright I DeltaTheta
11 Doll inftysubseteqeta

argmin
overrightarrowxToverrightarrowy

leftoverrightarrowyrightinftyleqeta






































































Solution

Deltathetaleftjright
beginmatrixetaetaendmatrix beginmatrixnablathetaLleftoverrightarrowthetarightleftjright0nablathetaLleftthetarightleftjright0endmatrix
RightarrowoverrightarrowDeltathetaetacdotsgnleftnablathetaLleftoverrightarrowthetarightright

sign SGD

Choice 2 leftoverrightarrowDeltathetaright2leqeta
nablathetaZleftoverrightarrowthetaright p Delta

overrightarrowtheta

n

argmin
I DOLLEN






































































overrightarrowyoverrightarrowxToverrightarrowyleftoverrightarrowxright2leftoverrightarrowyright2cosphi phi
overrightarrowx

Cauchy Schwartz Inner product absolute value maximized
when vectors are aligned

DeltaoverrightarrowthetaetafracnablathetaLleftoverrightarrowthetarightleftnablathetaLleftoverrightarrowthetarightright2scale by
2 Unit norm

Alternatively take the regularization Lagrange multiplier perspective

leftlanglenablathetaIleftoverrightarrowthetarightrangleDeltathetarightranglelambdaleftDeltathetaright22Aig min
overrightarrowtheta

gleftDeltathetaright convex
unconstrained

Sweeps out the same familyof solutions as constrained version

nablagleftDeltathetarightnablathetaIleftoverrightarrowthetaright2lambdaoverrightarrowDeltatheta Set to zero

Miminizer Deltaoverrightarrowthetafrac12lambdanablathetaLleftoverrightarrowthetaright
gradient descentstepsize






































































Linearization around matrices

overrightarrowtheta we've been thinking of this as a vector

But neural network parameters are naturally organized in matrices

overrightarrowh1ReLVleftoverrightarrowb0W0overrightarrowxright
overrightarrowhjReUleftoverrightarrowbjWj1cdotoverrightarrowhj1right

yReLUleftoverrightarrowbkWkoverrightarrowhkright
Recall from Xavier initialization scaling problems come from
the weight matrices
So what if we think about change Δ W in weight matrix space instead

augmin
HD wleqeta

leftlanglenablaWLleftWrightDeltaWrightrangle
matrixmatrix

Recall leftlangleABrightrangleF trace leftATBright






































































Consider leftDeltaWright2leqeta ie spectral norm

largestsingular valueRecall

leftAright2sigmamaxleftAoverrightarrowxright2leftAright2sigmamax
max_leftoverrightarrowxright21

langlenablawzleftwright 7 DeltaWagmin
leftDeltaWright2leqeta

Let nablaWLleftwright U Σ YT

DeltaWetaUVTThen

This gives us the Shampoo Optimizer Gupta 2017 2018

A variant of Shampoo Dahl 2023 won AlgoPerf
Training alg
competition






































































trace leftATBrightmay

1 B 2leq1
r a celeftABCright

taccleftBCAright

Let AUSigmaVT

sum_isigmaioverrightarrowuioverrightarrowvTT






































































AUrsum_vVvT
max trace leftATBright

leftBright2leq1

beginmatrixmleftBrightendmatrix
a

x_I2leq1tacleftVSigmaTUTBright
max_leftBright2leq1

trace sum_isigmaioverrightarrowuioverrightarrowuiT B Trace is linear

max_leftBright2leq1sum_itacesigmaioverrightarrowuioverrightarrowui
B

max_leftBright2leq1sum_itaceleftsigmaioverrightarrowuiTBoverrightarrowuiright scalar

Boverrightarrowvi2leqoverrightarrowvi2cdotB2leq1
max_leftBright2leq1sum_isigmaioverrightarrowu1TBoverrightarrowuileqsum_isigmai leftoverrightarrowuiTBoverrightarrowuiright2leq1 Cauchy Sch

trace

To attain bound BUvVvTcdotleftVSigmaTUTUVTright
traceleftSigmaTright






































































Bernstein Newhouse 2024

Choose a norm

Choose a stepsize

The right norm may depend on geometry architecture of
network

But we have a recepie
Given a norm make an optimizer
examples for 11 112 11 110 spectral norm






































































So what might be a good norm for deep learning
Recap Xavier initialization

bx1 hw1

inputs
N 011

din

tx2 w2 want approx Nleft01right
vdots

Can we rewrite this in terms of norms
What norm are we trying to preserve

Eleftwi2rightsigmaW2 Wi il d Eleftwiright0

if xi2approx1 we want sigmaW2frac1d in

If RI
overrightarrowx RMI 1

hoverrightarrowWToverrightarrowxSigmawixi
Elefth2rightsigmaW2cdotleftSigmaxi2right

Consider RMS norm

leftoverrightarrowxrightRMSfrac1sqrtd in
overrightarrowx I2frac1sqrtdinsqrtsum_ixi2

then every entryof
overrightarrowxxleftirightapprox1foralli






































































RMS norm leftoverrightarrowxrightRms 1 every entry is approximately 1

This norm is naturally preserved in Xavier initialization






































































Hmm So maybe RMS norm is interesting for DNNs
Is there a matrix version Recall shampoo

Recall induced Matrix norm

Allsop max leftAoverrightarrowxrightbeta
ITalpha1

RMS RMS norm

leftArightRMSrightarrow RMS max_leftoverrightarrowxright am 1leftA
overrightarrowxright RMS

d1

d2A frac1sqrtd2cdotleftAoverrightarrowxright2m_overrightarrowx
a x

2sqrtd1

Spectral
norm

fracsqrtd1sqrtd2max_leftoverrightarrowxright21leftAoverrightarrowxright2






































































So can we use this induced RMS RMS norm in our optimizer recepie

leftDeltaWrightRMSleqeta

Key observation If we choose this norm we can choose only one

hyperparameter 2 across all layers but the effect will be

layer specific learning rates due to fan in and fan out

leftDeltaWright RMS leqetaRightarrowsqrtfracd1d2leftDeltaWright2leqeta
RightarrowleftDeltawright2leqetasqrtfracd1d2

Essential idea behind mup maximal update parameterization






































































Nano GPT speedrun






































































w RMS normOptimizer Recepie

What if we had the RMS RMS norm instead WinmathbbR
dont xdin

leftlanglenablawLleftwrightDeltawrightrangleargmin
lIDW I leqeta

RMS RMS

nablaWLleftwrightDeltawrangleargmin

leftDeltaWright2leqsqrt d cdotetacdot

RightarrowDWetacdotsqrtfracd a
UgammaVgammaT

Muon key idea 1

Why might semi orthogonalmatrices be a good idea

Condition number UnuVnuT1 Uniform step in all directions

Not dominated by largest singular values






































































But computing UVT is expensive

Needs SVD

Muon solves this issue through two observations

D Getting the direction approximately correct is good enough

2 Newton Schulz iterations Muon key idea 2

UEXT UVT

i e replace all the singular values by 1

How

approxfleftUSigmaVTrightrightarrowUVT






































































Newton Schulz

Odd polynomials commute with the SVD

pleftxrighta0Xa1XXTXa2leftXXTright2XldotsanleftXXTrightncdotX
e g pleftxrightfrac32cdotxfrac12xxTx

p UEXT frac32USigmaVTfrac12leftUSigmaVTrightleftVSigmaTUTrightcdotUSigmaVT
frac32USigmaVTfrac12USigmaSigmaTSigmaVT

Uleftfrac32Sigmafrac12SigmaSigmaTSigmarightVT
UpleftSigmarightcdotVT

So pleftXrightUpleftSigmarightVT
So can apply to a matrix without changing the singular vectors






































































pleftxrightrightarrow UP E VT

PleftPleftxrightrightUPleftPleftvarepsilonrightrightVT
Can we find pleftxright such that

pleftxrightrightarrow1 for x0
ddots

Then iteratively apply pcdot

pleftxrightfrac32xfrac12x3
0

0.3

0
02

PleftPleftPleftPleftsigmarightrightrightrightrightarrowPnleftsigmarightrightarrow1nrightarrowinfty












































Zoomed outDleftxrightfrac32xfrac12x2

Need to have singular values inleft01right beforeapplying

How Normalize by the Frobenious norm fracGleftGrightFcdot


