



































































Reminder

Quiz 1 tomorrow
Lecture 8

RMS RMS induced norm

Muon optimizer
Maximal update parameterization MP






































































So what might be a good norm for deep learning
Recap Xavier initialization

bx1 hw1

inputs
N 011

din

tx2 w2 want approx Nleft01right
vdots

Can we rewrite this in terms of norms
What norm are we trying to preserve

Eleftwi2rightsigmaW2 Wi il d Eleftwiright0

if xi2approx1 we want sigmaW2frac1din
hoverrightarrowWToverrightarrowxSigmawixi
Elefth2rightsigmaW2cdotleftSigmaxi2right

Consider RMS norm

leftoverrightarrowxrightRMSfrac1sqrtd in
overrightarrowx I2frac1sqrtdinsqrtsum_ixi2






































































Recall induced matrix norm

leftArightalpharightarrowbetamax_leftoverrightarrowxrightalpha1leftAoverrightarrowxrightbeta
RMS RMS norm Motivated by Xavier

initialization.q
11

g

1

f
1
MS Rms m_overrightarrowx

9 1leftAoverrightarrowxright RMS

AinmathbbR
max

leftoverrightarrowxright2sqrtd in

fracsqrtdo

1

ut
cdotleftAoverrightarrowxright2

dontSpectral norm

I Al's

AoverrightarrowxoverrightarrowhinmathbbRdin sqrtfracd
d
It max_leftoverrightarrowxright21leftAoverrightarrowxright2

mathbbR
dont

sqrt leftAright2






































































Recall optimizer recepie

argmin
leftDeltaWrightleqeta

leftlanglenablawLleftwrightDeltawrightrangle
change in

w
Gradient
of loss

choose

appropriate
norm

Choose norm
Get optimizerChoose 7

requires
sweep






































































Nano GPT speedrun






































































What if we had the RMS RMS norm instead WinmathbbR
dont xdin

leftlanglenablaWLleftwrightDeltawrightrangleargmin
lIDW I leqeta

RMS RMS

nablaWLleftwrightDeltawrangleargmin

leftDeltaWright2leqsqrt d cdotetacdot

RightarrowDWetacdotsqrtfracd a
UgammaVgammaT

Muon key idea 1

Why might semi orthogonal matrices be a good idea

Condition number UnuVnuT1 Uniform step in all directions

Not dominated by largest singular values






































































But computing UVT is expensive

Needs SVD

Muon solves this issue through two observations

D Getting the direction approximately correct is good enough

2 Newton Schulz iterations Muon key idea 2

AUSigmaVT UVT

i e replace all the singular values by 1

How

fleftUSigmaVTrightapproxUVT






































































pleftxrighta1cdotxa3cdotx3a5cdotxTldotsNewton Schulz

Odd polynomials commute with the SVD

pleftxrighta0Xa1XXTXa2leftXXTright2XldotsanleftXXTrightncdotX
e g pleftxrightfrac32cdotxfrac12xxTx

p UEXT frac32USigmaVTfrac12leftUSigmaVTrightleftVSigmaTUTrightcdotUSigmaVT
frac32USigmaVTfrac12USigmaSigmaTSigmaVT

Uleftfrac32Sigmafrac12SigmaSigmaTSigmarightVT
UpleftSigmarightcdotVT

So pleftXrightUpleftSigmarightVT
So can apply to a matrix without changing the singular vectors






































































pleftxrightrightarrow UP E VT

PleftPleftxrightrightUPleftPleftvarepsilonrightrightVT
Can we find pleftxright such that

pleftxrightrightarrow1 for x0
ddots

Then iteratively apply pcdot

pleftxrightfrac32xfrac12x3

p
0.57

PCP
057

PleftPleft05rightright

pp51

PleftPleftPleftPleftsigmarightrightrightrightrightarrowPnleftsigmarightrightarrow1nrightarrowinfty






































































Zoomed outDleftxrightfrac32xfrac12x2

Need to have singular values inleft01right beforeapplying

How Normalize by the Frobenious norm fracGleftGrightFcdot






































































Muon Momentum Orthogonalized by Newton Schulz

BtmucdotBt1nablaWLleftomegaright
ot Newton Schulz leftBEright

WtWt1eta0t

How to choose pleftxright
pleftxrightaxbx3cx5ldots

Can tune coefficients for specific characteristics

Higher order may converge faster but each step is more expensive

Do you have to converge

NanoGPT speedrun fleftxright3444x47750x320315x5
fleft1rightneq1
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Nano GPT speedrun











































































































































So can we use this induced RMS RMS norm in our optimizer recepie

leftDeltaWrightRMSleqgamma
Key observation If we choose this norm we can choose only one

hyperparameter 2 across all layers but the effect will be

layer specific learning rates due to fan in and fan out

leftDeltaWright RMS leqgammaRightarrowsqrtfracd1d2leftDeltaWright2leqgamma
RightarrowleftDeltawright2leqgammasqrtfracd1d2

Essential idea behind mup maximal update parameterization






































































Different approach
Consider Sign SGD Adam

Wt1WtetacdotsignleftnablaWLleftomegarightright
But I want to rethink step size choice

Factor in that different layers have different architectures

Maybe RMS norm can help

Want leftDeltawright RMS rightarrow

RMS
leq8






































































Consider mini batch size 1

nablawL gradient is low rank specifically rank 1

nablaWLsigmacdotoverrightarrowuoverrightarrowvT
leftnablawLright22sigma2

leftnablawLrightF2traceleftsigma2overrightarrowvoverrightarrowuToverrightarrowuoverrightarrowvTrightsigma2 sum of singular
valuessquared

Sgn leftnablaWIrightS elementwiseConsider

What is rank S

sgnleftuiujrightsgnleftuirightcdotsgrleftUjrightsgnleftsrightsgnleftsigmaoverrightarrowuoverrightarrowvTrightsgnleftoverrightarrowuoverrightarrowvTrightsgnleftoverrightarrowurightcdotsgnleftoverrightarrowvTright

So S is also rank 1

Wt1Wtetacdotscdot
DeltaW






































































Recall we want DW to be small

leftDeltaWright RMSrightarrowRMS leq8

etacdotleftsrightRMS RMS leqgammaRightarrowetacdotsqrtfracdindoutcdotleftSright2leqgamma
what is leftSright2






































































Recall we want DW to be small

leftDeltaWright RMSrightarrowRMS leq8

etacdotleftsrightRMS RMS leqgammaRightarrowetacdotsqrtfracdindoutcdotleftSright2leqgamma
What is leftSright2
S is rank 1 so spectral norm Frobenius norm

Entries are just I 1

leftSrightF2dinxdout
RightarrowleftSright2sqrtdintimesdout

Rightarrowetacdotsqrtfracdd o

1 n

ut
cdotsqrtdinxdoutleqgamma

Rightarrowetaleqfrac1d in 8
Learning rate can scale

with layer






































































So my Adam sign SGD learning rate should scale as frac1din
to maintain leftDeltaWright RMSrightarrowRMS leqj
This captures an essence of the µ P parameterization

Maximal update parameterization
Yanget al 2022

Notes
As batch size increases Frobenious norm will only

be an upper bound to spectral norm

So our bound will be conservative






































































Yang etal 2022
















































































































































































































Conditions for Feature Learning

overrightarrowhl hidden layer 1

b

overrightarrowhl1inmathbbRdinoverrightarrowhlinmathbbR dont

overrightarrowhloverrightarrowhlambda1 Wl Non lin

dont xdin
W1inmathbbR

Focus on scaling with network width

Xavier initialization thinking suggests we want

leftoverrightarrowhlrightRMS frac1sqrtd out left
overrightarrowhlright2

Rightarrowleftoverrightarrowhlright2approxsqrt dont

leftoverrightarrowhlrightRMSapprox1

Relaxation of all
entries approx 1

leftoverrightarrowhlright RMS thetaleft1right

Also want to ensure that our updates to the layers are not negligible as widthgrows

leftDeltaoverrightarrowhlrightRMS Thetaleft1right

Desiderata I leftoverrightarrowherightRMS Thetaleft1right 2 leftoverrightarrowDhlrightRMS thetaleft1right






































































How can we achieve this

For now ignore bias non linearity

overrightarrowhlWloverrightarrowhl1
if overrightarrowhl1 aligns with top singular vector of We Can show this is the

case

leftoverrightarrowhlright2leftWlright2cdotleftoverrightarrowhl1right2
thetasqrtdont leftWlright2thetaleftsqrtdinright
W ell 2thetaleftsqrtfracdoutdinright i e W e1Rms thetaleft1rightrightarrowRMS

i e fixed RMS norm as

we started with
Thus if leftWlrightrms rms thetaleft1right and leftoverrightarrowhltrightrms thetaleft1right then

leftoverrightarrowhlright RMS Thetaleft1right

What about leftDeltahlrightRMS
Need one more condition






































































DeltaWl RMS thetaleft1right

RightarrowleftDeltaWlright2thetasqrt
d
dof

overrightarrowheWeoverrightarrowhl1

RightarrowDeltaoverrightarrowhlDeltaWlcdotoverrightarrowhl1WlcdotDeltaoverrightarrowhl1

RightarrowDeltaoverrightarrowhl2leqDeltaWl2cdotoverrightarrowhl12Wl2Deltaoverrightarrowhl12

thetaleftsqrtdinrightthetasqrt d
dof cdotthetasqrtd in

RightarrowD hellRms thetaleft1right

Conditions I leftWrightRMS RM
ominus

S
left1right 2 IDW RMS

RM
ominus

S
left1right






































































DeltaoverrightarrowhlDeltaWlcdotoverrightarrowhl1WlcdotDeltaoverrightarrowhl1leftDeltaoverrightarrowhlright2leftDeltaWoverrightarrowhl1WlDeltaoverrightarrowhl1right2leqDeltaW2overrightarrowhl12Wl2Deltaoverrightarrowhl12

apply triangle inequality
sub multiplicativity property


